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Abstract. This document summarises achievements during a 6-month
project as a collaboration between the chair of Intelligent Systems at the
University of Kiel and the “Landesamt für Landwirtschaft, Umwelt und
ländliche Räume” (LLUR). Provided with water level sensor data from
the latter institution, the task was to predict future water levels based
on a relatively large history of water levels for a given station called
“Willenscharen”.
This is meant as a project report to the current research on water level
forecasting exemplary applied to the region of Willenscharen. Different
learning models from the domain of Deep Learning are discussed and
first results regarding their applicability are presented.
Keywords: Deep Learning, Time Series Forecasting
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Introduction

In the last decade, deep learning is one of the most popular methods for predicting time-series data of multiple domains such as blood glucose prediction [5].
Predicting future developments enables us to be prepared for dangerous conditions such as massive flooding and other natural catastrophes. Besides this alarm
functionality, the knowledge of future water levels can also be used for planning
waterway shipments or agricultural work.
The goal of this article is to describe the progress of our joint project with
the “Landesamt für Landwirtschaft, Umwelt und ländliche Räume” (LLUR).
The project aims at investigating how well the peak flood level can be predicted
using Deep Neural Network (DNN) technology. We use the example of the stream
gauge Willenscharen and augment the pure gauge data of the station with the
information of surrounding levels and further sensor information. In this first
phase of the project, we identify the most appropriate architecture and configuration of the DNN approach, which may be extended towards refinements using
concepts such as for ensembles later on.
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The remainder of this article is organised as follows: In Section 2 we summarise the most prominent findings in the literature of water level forecasting
with deep learning. Subsequently, in Section 3 we present our forecasting model
and visualise the findings in Section 4. Thereafter, a Section 5 about the software structure describes the concrete realisation of the experiments. At the end
of Section 6, we give an outlook of the further schedule of the project.

2

Related Work

Before we describe the approach followed in this project, we briefly summarise
the state-of-the-art in the field.
Yang et al. proposed a model which uses five imputation methods [6]. Therefore, they used a delete strategy and estimate the values that are still missing.
The authors then identified the key variable being responsible for the daily changing water levels via factor analysis. Sequentially removing all the unimportant
variables their model finally uses a Random Forest machine learning method
to build a forecasting model of the reservoir water level to compare it to other
methods [6]. The computational steps firstly include data preprocessing using
data from the local weather station and the reservoir’s administration website.
Secondly, they used the following five imputation methods to estimate the missing values and compared it with no imputation method to directly delete the
missing value [6]. Yan et al’s five imputation methods were the median of the
nearby points, series mean, mean of nearby points, linear imputation and regression imputation. The imputed datasets were partitioned into 66 per cent
training datasets and 34 per cent testing datasets [6]. Followed by step two the
team of Yan now used factor analysis to rank the importance of the variables
for building the best forecasting model [6]. They, therefore, deleted the least important variable and determined the key variables. The final model evaluation
and comparison then included the correlation coefficient, the root mean squared
error, the root relative squared error, the mean absolute error and the relative
absolute error [6]. Concatenating the two collected data sets into an integrated
data set is giving space for missing values due to human error or mechanical
failure. One of Yan et al’s main key finding is the fact that the integrated data
set that uses the mean of the nearby point’s imputation method is better at
forecasting. Furthermore, they identified the variable selection as being capable of improving the performance of all five forecasting models. After iterative
experiments and variable selection, the key remaining variables are Reservoir
IN, Temperature, Reservoir OUT, Pressure, Rainfall, Rainfall Dasi and Relative Humidity [6]. Moreover, the Random Forest forecasting model is tested to
have better forecasting performance when applying full variables to the variable
selection than listing models in the five evaluation indices [6].
Matta et al.’s project however, focuses on the water level forecast of the Rhine
River in Germany. Due to the Federal Transport Infrastructure Plan2030 of the
German Federal Ministry of Transport and Digital Infrastructure (BMVI) a significant growth in its traffic volume is expected. Therefore, they mainly focus on
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the avoidance of undesired congestion on rivers and canals. The research of Matta
et al. goes alongside the DSA project, meaning Digital Skipper Assistant, prioritising the exploration of the feasibility of an optimized water level prediction
model. The mentioned model is supposed to determine routes and load limits to
increase speed and efficiency on German waterways. The downstream water level
of the Rhine River should be determined by measuring one or more upstream
level. These are characterized by a certain flow time lag among other variables
[3]. Matta et al. make use of 27 years worth of hourly measured water levels to
prepare the training data. First exploratory tests are being conducted using a
logistic sigmoid as activation function and a feed-forward back-propagation as a
learning method (FFBP) [3]. On top of that Matta et al. have to further develop
the network, where the downstream target gauge station will be constructed on
the data basis of the previous upstream water level.
Lastly, recurrent neural networks (RNN) such as the Long Short-Term Memory (LSTM) may be investigated as an alternative option to the FFBP, being
capable of learning long-term dependencies and, therefore, enabling predictions
for a longer period [3]. Matta et al. also underline the importance of such research applications and experimental developments, as they contribute to design
high-performance and demand-orientated tools for the direct promotion of environmental and transport policy goals of German waterways [3]. According to
Matta et al. they are therefore highly needed by federal and state governments,
as well as by water and shipping administrative authorities.
The study of Meißner et al. describes the setup and performance of a monthly
to seasonal forecasting framework for the major waterways crossing Germany,
namely the Rhine, Danube and Elbe. Their work was initiated by the Federal
Institute of Hydrology, being in charge of developing, maintaining and operating the navigation-related forecasting systems for German waterways, realizing
the high demand for long-term hydrological forecasts by the transport sector
[4]. Meißner et al. received the measured streamflow and water-level data at the
gauges from the Federal Waterway and Shipping Administration for the period
1951 to 2015. The data was needed for validating, modelling and forecasting performance as well as for calculating climatological forecasts. Concerning the statistical approach, different meteorological, climatological and oceanic data products have been selected as predictors. Furthermore, they used the forecast data
set from ECMWF’s Seasonal Forecast System 4. Its output was bias-corrected
by using the meteorological observation data set used for the baseline simulation.
Meißner et al. used the simplest bias correction method linear scaling, which was
successfully applied for bias correction of seasonal forecasts. Their daily correction of values every month means each daily value of the same month is corrected
by the same scaling. Lastly, they downscaled the corrected precipitation and temperature to the 5km times 5km model grid. Meißner et al. identified nine clusters
with similar flow characteristics based on the following steps: Firstly, they defined the statistical flow values for 132 headwaters catchments, relatively free
of anthropogenic influences. Therefore, they used the mean flow in relation to
drainage basin size, the high flow with a 2-year recurrence frequency in relation
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to the mean flow, the monthly mean low flow in relation to the mean flow and
the mean flow in winter concerning the mean flow in summer. Secondly, they
identified nine clusters using the k-means clustering algorithm. Thirdly they selected seven geographical factors to characterize the clusters and mapped all
subbasins to the clusters. The manual calibration strategy applied involved the
following steps: (1) adjustment of the parameters of the snow modules focusing on the water balance and floods caused by snow melting, (2) adjustment of
the base flow storage relevant parameters to reproduce discharges at low-flow
conditions, (3) adjustment of the parameters relevant for interflow to reproduce
mean flow conditions, (4) adjustment of relevant parameters to reproduce flood
hydrographs and (5) final validation and fine adjustment of all parameters [4].
Concerning the fine calibration for the Elbe, Danube and Rhine, it was based
on the same period as the input data set. Thus, according to Meißner et al. special attention was given to anthropogenic effects dominating the flow behaviour
in several catchments and the most relevant structures have been implemented
explicitly. As it is quite challenging to account for anthropogenic influences in
a large-scale hydrological model like LARSIM-ME, just the major barrages and
water transfers together with their regulation rules have so far been implemented
by Meißner et al. They explained that this would be due to the difficulties in
getting the required information. Due to morphological dynamics in many rivers,
for example stretches, the shape of the riverbed changes over time. This makes
it more difficult to compare water levels over a long period. By analysing discharges rather than water levels Meißner et al. tried to overcome this issue. On
the one hand, benchmarks have been chosen on current practice (climatological
forecast) and on the other hand, a standard method requiring extensive input
data was selected. As a standard seasonal forecasting method, Meißner and his
team applied the ESP approach. Each forecast run is initialized with the best estimated initial hydrological conditions, based on forcing the hydrological model
with measured meteorological inputs [4]. In contrast to an ESP forecast, the
hydrological model in a reverse ESP run is initialized with an ensemble of initial
conditions based on climatology. Along the forecast period, the model is driven
with the measured meteorology, according to Meißner et al. One of Meißner
et al.s’ results is the fact that the differences in flow regime, climate region
and catchment characteristics at the waterways sustainably affect the relative
importance of the predictability sources within the seasonal cycle. Nevertheless,
Meißner et al. found out that despite all differences amongst the gauges or waterways, the overall conclusion of the ESP and reverse-ESP experiments is that for
the majority of initialization months and lead times, the mean squared forecast
error is dominated by the meteorological forcing. In many cases, already in the
first forecast month, future weather is the leading source of forecast skill as the
MSE-SS of the ESP drops below the corresponding reverse ESP values [4]. However, in some months, the initial hydrological conditions influence the forecast
ability noticeably. This is especially true for the first forecast month, sometimes
even for subsequent months, explain the authors. One way to cope with these
impacts and sustainably increase IWT efficiency as well as to support medium-
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to long-range waterway management, Meißner et al. propose monthly to seasonal
hydrological forecasting services. Even though the hydro-meteorological prediction in central Europe is limited, the results of the different forecast approach
tested reveal the existence of valuable predictability of streamflow on monthly
and to some extent up to seasonal timescales along the major waterways in Germany [4]. A solid estimation of the initial hydrological conditions is fundamental
for any monthly to seasonal hydrological forecast. The more physically based and
the statistical approach are capable of improving the predictive ability and economic value compared to the climatology and the ESP approaches, say Meißner
et al. The forecast intercomparison showed that the specific forecast skill along
the German waterways highly depends on the forest location, the lead time and
the season, with the statistical approach currently being the most skilful for
the three waterways investigated [4]. Furthermore, Meißner et al. observed that
in some situations the statistical approach forecasts extremely low streamflows,
while the more physically based approaches respond more moderately, leaving
space for further investigation.

3

Application of Deep Learning to water level prediction

In accordance with the previously mentioned related research, we present a first
prediction model based on LSTM as Matta et al. suggest [3]. As the most important forecast horizon was identified as two days in the future with decreasing
priority, we turned the problem into a supervised multi-step regression problem.
To solve this problem, we proceed with the following steps: Data Acquisition,
Preprocessing, Feature Selection, Model Selection, Hyperparameter optimisation,
Model Validation.
3.1

Data Acquisition

The experiments were driven on a set over a period of 13 years consisting of
water levels and flow rates of the river called Stör measured from the regions
Willenscharen, Padenstedt, and Sarlhusen. Additionally, we extended this set
with corresponding climate data from the stations of “Deutscher Wetterdienst”
(DWD1 ) including precipitation, air temperature, humidity, air pressure, and
dew point) from the regions Padenstedt and Itzehoe. The prediction target is
the future water levels of the river Stör in Willenscharen.
3.2

Preprocessing

Since not all the data is sampled hourly, we use linear regression to impute the
missing values. Furthermore, we extract multiple subsequences out of the time
1

Current weather, Forecasts and selected Climate Data for German weather stations
accessible online at www.dwd.de
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Fig. 1: Map of the regions from which data was collected. Here the river Stör
flows trough Sarlhusen, Willenscharen, and Itzehoe.
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series that represents a sample (x, y):
x = (xt1 , . . . xtN ) ∈ R28·24·13
y = (ytN +1 , . . . ytN +M +1 ) ∈ R2·24
Here, we use 28 days hourly-sampled sensor data to predict 2 days of water levels,
that is, we have 28 · 24 input values for each of the 13 sensors and 2 · 24 = 48
one dimensional prediction as output. We used all the data from the station of
DWD. In total, we generated 107377 input samples.
For this experiment, we appended the water levels and flow rates from Willenscharen to the data from DWD. Before propagating the data to the Network, all
the samples consisting of 28 days of hourly-sampled sensor data are transformed
to have zero-mean and unit standard deviation.

3.3

Model selection

The most promising Deep Learning networks are LSTMs since they are capable
of capturing long-term trends. In Table 1 a concrete implementation of the tested
networks is listed. The experiments are based on the vanilla architecture of the
LSTM described in [1] with a linear activation function. Second, a combination
of convolutional layers has been investigated in two variants, namely conv. 1 and
conv. 2 (see Appendix Figure 8a and Figure 8b). In detail, the data is processed
as follows: First, a fixed number of inputs values representing the components
of a single training sample is given to the network, i.e. the hourly-sampled sensor values for 28 days. Next, a possible convolution could filter out the most
important structural information. Afterwards, the core network is activated.

Description
Initial block
Convolution
Core Layers

LSTM

28 · 24 · #sensor

Conv. 1
Conv. 2


28 · 24 · #sensor
28 · 24 · #sensor


3 × 1 × 128
3 × 1 × 128
200 LSTM units seeAppendix Figure
 8a seeAppendix Figure
 8b
2 · 24
2 · 24
2 · 24
48h output horizon
InverseNormal
InverseNormal
InverseNormal

Table 1: Different promising learning architectures. These are then processed by
fully connected layers without bias, activated by a ReLU. x × y × z describes
a convolution with kernel size x × y and z filters. The last layer computes the
output consisting of 48 water level predictions for the next two days.

Loss functions We used a mean squared loss function. For future experiments,
we investigate a weighted loss function to prioritise short time predictions over
long time predictions.
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Hyperparameter optimisation We currently use a basic grid search with very few
parameters due to limited computing time. For each network architecture, we
tested the influence of shuffling the data since they clearly are not independent
of previous and following inputs, as well as the influence of using most recent
and least recent 10% of data for testing. Inter-sample dependency cannot be
ignored. This could give some insight into systematic changes over long time
periods if compared to actual predictions. More interesting is the parameter
for station selection. While the data from the DWD is always used, we are
training the models on different (sub-)sets of water level stations. Currently, we
are just comparing the use of additional upstream stations with just the station
to predict, this could be expanded to a more detailed comparison including
factors like distance or share of the total water flow.
The computation time per Hyperparameter Set and Epoch on a machine with
a ”Intel Core i7-4600U” CPU is about 15 minutes. At this point, the training
time on a GPU-Cluster is not yet available. The networks have about 180000
trainable weights and 32000 samples.

Parameter/
Values
Architecture

Type

Category
Category/
used stations
Subset
activation function Category
shuffle
Boolean
test-set
Boolean

4

Description
LSTM, Naiv, Conv1, Conv2
Which measuring stations have been used?
{W illenscharen} ∪ X ⊆ {P adenstedt, Sarlhusen}
ReLU or tanh
Whether the Network inputs are shuffled for learning.
If the start or the end of the date is used as test data

Results and Discussion

The first results can be seen in Figure 2 . Here, the ground truth water level,
the 1h prediction and the 24h prediction are drawn, exemplary. Obviously, the
prediction error for the 1h forecast is much less in comparison with the 24h
forecast error.
Table 2 gives a good overview of the quality of the predictions. Most values,
even for the 24h prediction are very close to the ground truth, with some large
outliers. In Figure 3 we visualized the worst prediction in our validation period
from 2018-11-07 to 2019-12-30. This is also the period with the highest amount
of precipitation. Currently, the networks tend to overestimate large changes in
the water level.

Title Suppressed Due to Excessive Length

wl
1
24

165
160

waterlevel [cm]

9

155
150
145
140
17.12.18

21.12.18

25.12.18

29.12.18

01.01.19

time

05.01.19

Fig. 2: Example prediction of different prediction horizon.
1
1.78
1.23
0.87
1.6
2.43
3.30
3.98
20.39

mean
std
25%
50%
75%
90%
95%
max

4
2.22
1.45
1.11
2.04
3.1
4.08
4.73
13.71

8
2.73
2.02
1.43
2.51
3.6
4.81
6.01
43.33

12
3.22
2.63
1.54
2.78
4.18
5.91
7.37
54.52

24
4.36
5.2
1.89
3.33
4.78
7.86
12.7
83.78

48
5.87
9.53
1.36
3.03
6.89
13.04
19.66
136.1

Table 2: Statistical characteristics of the test error of the prediction in cm.
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(a) With the newest data for validation.
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(b) With the oldest data for validation.

Fig. 4: Loss Curves
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Fig. 3: Worst 24h prediction at ”2019-05-22 22:00:00”

Especially high peak floods, for example during March 2019, lead to an increasing test error of the long time prediction over 24h but are marginal for the
1h prediction.

Fig. 5: Rolling mean of the error over 12h in cm for 6h and 24h.

In Figure 4a the training and test losses with the 10% newest data are drawn.
Here, a benefit of the mechanism early stopping is visualised. Here, further training is assumed to generate even higher test losses and the training is aborted
after the 6th episode. When compared to Figure 4b where the oldest data is
used for validation, one can see significant differences, indicating a systematic

Title Suppressed Due to Excessive Length

11

shift in values. More shifts can occur in the future, so networks may need to be
retrained and reevaluated on a regular period.

5

Software Architecture

We separated the project into 2 parts. One part includes the whole program
and does hyper-parameter search as well as preprocessing our data. Sequence
diagram 6 explains the basic structure. A wlForecaster-object is created, this
is mostly used as a helper object with settings. Depending on these settings the
program checks if new data is available and downloads the data. Then we do
some basic sanitation, like checking for missing values and transforming data
from different sources to the same format. This is then merged on the timeindex and normalized. In a future version this will be done on a batch level and
not on the whole data-set to avoid problems with systematic shifts in the data.
From this, we then generate the ground truth in the function gen y series.
Afterwards, we do a grid-search over all hyper-parameters, saving the models
and history for evaluation.

dummy:

m:main
prepareData(fc)

create

fc:wlForecaster
create

dl:data aquisition

download(fc)
csv-files
create

prep:preprocessor

prep(fc)
clean()

merge()

normalie()
df
gen y series()
df y

fc df df y
loop
[each hp set]

create

network:Network

train(hyperparameter)
history

Fig. 6: Sequence diagram for the main program

12

M. Spils, S. Reichhuber, A. Schwerdt, S. Tomforde

The second part is a standalone version for retraining a network or generating predictions. In Figure 7 the generation of a prediction is shown. When
given a string-representation of a time the program first loads or generates the
appropriate models and data frames. The program collects the necessary lines
from the data frame and normalizes it an then generates a prediction.

p:main
m:predict.py
main(timestring)

ut:utility
get config(config file)
dataf modelf scalerf
load data(dataf)
df
load scaler(scalerf)
sc
load model(modelf)
model
transform(df)
df trans
get net input(df model timestring)
net input t
model.predict(net input)
prediction

Fig. 7: Sequence diagram for the feed-forward pass

6

Summary

In summary, we applied the best-known models for time-series prediction to the
project task and showed that given a certain station it is possible to manually
construct a ML forecasting model which predicts the next water levels with
high precision, i.e. 1-hour prediction average error (1.78 ± 1.23) cm, 8-hour prediction average error (2.73 ± 2.02) cm, and a 48-hour prediction average error
(5.87 ± 9.53) cm.

7

Outlook and future research

The next steps would be a comprehensive parameter grid computation to minimise the current test error further. Besides this, a slightly different approach is
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driven. Instead of focusing on a single area and creating the optimal forecasting
model for this area, we would like to investigate the applicability of the presented
approach to other regions. In general, this study should motivate the future research goal of station-independent prediction models. Therefore it is required to
analyse the availability of sensors and analyse the geographical location of their
distribution.
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Appendix
Detailed network structure

For the training, a linear activation function was used and the training algorithm
was set to the Adam optimiser that accelerates the training by applying adaptive
weight updates [2].

conv1d_8_input: InputLayer

conv1d_8: Conv1D

conv1d_input: InputLayer

conv1d: Conv1D

input:

[(?, 12, 13)]

output:

[(?, 12, 13)]

input:

(?, 12, 13)

output:

(?, 6, 8)

max_pooling1d: MaxPooling1D

flatten: Flatten

dense_8: Dense

dense_9: Dense

input:

(?, 6, 8)

output:

(?, 2, 8)

input:

(?, 2, 8)

output:

(?, 16)

input:

(?, 16)

output:

(?, 180)

input:

(?, 180)

output:

(?, 8)

(a) conv. 1

input:

[(?, 12, 13)]

output:

[(?, 12, 13)]

input:

(?, 12, 13)

output:

(?, 12, 8)

max_pooling1d_8: MaxPooling1D

conv1d_9: Conv1D

input:

(?, 12, 8)

output:

(?, 4, 8)

input:

(?, 4, 8)

output:

(?, 4, 8)

max_pooling1d_9: MaxPooling1D

flatten_8: Flatten

dense_24: Dense

dense_25: Dense

input:

(?, 4, 8)

output:

(?, 1, 8)

input:

(?, 1, 8)

output:

(?, 8)

input:

(?, 8)

output:

(?, 250)

input:

(?, 250)

output:

(?, 8)

(b) conv. 2

Fig. 8: Construction of convolutional neural network 1 (left) and network 2
(right), called conv. 1 and conv. 2. The question mark symbol ? represents
an empty axis.
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Working schedule

The working steps in Figure 9has been taken during the project phase.

Dec

Status Report
Implementation

Architectures
Hyperparameters
Usability Improvements
Writing Paper

Notebooks
Summarise Findings
Experiments
Finalise
Summary

Final Presentation
Final Submission

Fig. 9: Project schedule

Jan

Feb

15

16
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